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The Pillars of AI Engineering

1. Human-Centered

2. Robust and Secure

3. Scalable

The emergent discipline of AI Engineering 
is focused on three pillars: human-
centered AI, robust and secure AI, and 
scalable AI. 

To learn more about AI Engineering, 
visit sei.cmu.edu/our-work/artificial-
intelligence-engineering.
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Human-Centered AI
Many artificial intelligence (AI) systems in use today were 
originally designed for low-stakes situations, or situations 
with a low cost of failure. If your streaming service 
recommends a movie that isn’t to your taste, or if your 
device misinterprets a request to play the Beach Boys, 
and the Beastie Boys starts blaring instead, you may be 
temporarily frustrated or laugh off the experience—but 
you can quickly move on. What about the design and 
development of AI systems when the stakes are far higher? 
For example, how do we design and develop AI systems 
that have the potential to dictate whether or not someone 
receives a mortgage for a home purchase, or where to 
send first responders during a rapidly spreading wildfire? 
In high-stakes scenarios, humans and AI systems must 
work together in human-machine teams with trust, ethical 
integrity, and mutual understanding of a shared goal. 

Human-centered AI systems are designed to work 
with, and for, people. The real-world, operational 
environments in which teams and organizations hope 
to embed AI systems are dynamic and complex, with 
ambiguous decisions spaces. Humans—their behaviors, 
influences, decisions, and actions—are central to 
such environments [1]. As the desire to use AI systems 
grows, human-centered engineering principles are 
critical to guide system development toward effective 
implementation and minimize unintended consequences. 

The development and deployment of human-centered AI 
systems is challenging due to a variety of factors: (1) the 
state of the art in AI technology is continuously evolving, 
(2) the intended level of interdependence between 
humans and machines leads to trust and transparency 
challenges, (3) AI systems will be deployed alongside 
humans in unfamiliar and unpredictable operational 
contexts, and (4) guidelines and heuristics are scarce for 
understanding and implementing the level of oversight 
needed to create and maintain ethical AI systems. While 
bodies of work address some of these factors individually, 
viewing them together presents a host of new challenges. 

We identify three specific areas of focus to advance 
human-centered AI:

• Designers and systems must understand the 
context of use and sense changes over time: 
Successful AI Engineering depends on the team’s 
ability to identify and articulate the desired system 
outcome and understand human and contextual 
factors affecting the outcome. The system itself 
must be able to learn when shifts in context have 
occurred. What are the best ways to maintain clarity 
around operational intent and mechanisms for 
adapting and evolving systems based on dynamic 
contexts and user needs?

• Development of tools, processes, and practices 
to scope and facilitate human-machine teaming: 
Implementation of AI systems entails high levels 
of interdependence between human and machine. 
Adoption of AI systems requires the primary users 
to interact with and understand systems, gaining 
appropriate levels of trust. Every AI system needs to 
be designed to recognize boundaries and unfamiliar 
scenarios, and to provide transparency regarding its 
limitations.

• Methods, mechanisms, and mindsets to engage 
in critical oversight: AI systems learn through 
data and observations, rather than being explicitly 
programmed for a deterministic outcome. Critical 
and reflective oversight by organizations, teams, 
and individuals that create and use AI systems is 
needed to uphold ethical principles and proactively 
consider the risks of bias, misuse, abuse, and 
unintended consequences through design, 
development, and ongoing deployment.

For each area, we identify ongoing work as well and 
challenges and opportunities in developing and 
deploying AI systems with confidence.



Understanding Context of Use 
Traditional software systems behave according to a 
carefully crafted set of rules that direct the system to 
produce an outcome. To create a machine learning (ML) 
system, which is a common type of AI system, developers 
select data, a learning algorithm, and an objective function 
(typically mathematical descriptions of the desired value 
outcome and purpose) in order to produce a model that 
can make decisions automatically in the applied context. 
When all goes well, the learned model provides the desired 
value outcome (recommendations, pattern identification, 
etc.). Given the role of the model, one of the most powerful 
influences on an ML system is how the team defines the 
objective function or system purpose. 

Unfortunately for AI system developers, accurately 
capturing what humans value as outcomes is a significant 
challenge, and those values are likely to change over 
time. The fields of human-centered design and human-
computer interaction (HCI) have long established the 
difficulty for humans to articulate the decisions they 
make and the motivators that guide behavior. 

“What users say that they do, and what they actually do, can 
vary significantly, especially when they are removed from the 
relevant context. People have a hard time reflecting on, even 
noticing, the ordinary and habitual activities of everyday life. 
They report with conviction on what they believe to be true, 
not necessarily on what is true.” [2] 

As a result, aligning system values and actions with 
the objective of the human continues to be harder 
than we think [3], [4]. While techniques including inverse 
reinforcement learning [5] and mechanism design [6] are 
attempting to address the value-alignment challenge, 
many challenges remain. Developers need methods 
to determine appropriateness of data and observed 
behavior for use in an AI system as well as greater 
awareness of the frequent mismatch between humans’ 
behavior and their true intentions. Other critical gaps 
include ways of measuring how system behaviors reflect 
humans’ understanding of overall functionality and 
intentions, how to maintain human-machine clarity in 
operational intent, and mechanisms for adapting and 
evolving systems based on dynamic contexts and user 
needs. Meeting these challenges can contribute to the 
ability of systems to learn from humans, to improve 
performance over time, or to recognize when systems  
are no longer appropriate due to a shift in user needs.

Human-centered AI requires understanding factors such 
as the primary user’s needs, the context of use, and the 
user’s mental model of the work. Research methods 
from the fields of design and HCI that are rooted in 
ethnography provide ways to understand why humans 
take actions and make the decisions they do, as well as 
the underlying beliefs that guide their behaviors [7].

“The main task of [user research] is not only to watch, 
but also to decode human experience—to move from 
unstructured observations to discover the underlying 
meanings behind behavior; …to deduce logical implications 
for strategic decisions.” [8]

A key need for the AI Engineering field is to develop 
processes, practices, and frameworks that can integrate 
human insights surfaced during user research into the 
correct reward function for the AI system [9]. At the same 
time, we need human-centered research on strategies 
for AI systems to approximate humans’ actual objectives 
(as opposed to stated objectives), sense over time how 
users’ objectives are evolving, and continuously improve 
approximations of the desired outcomes. We need to 
understand user context and needs, and then translate 
and operationalize that user research into the design and 
operations of the system itself. 

Currently, human-centered research is conducted 
by people across a broad set of job titles, including 
human-machine interaction and human-computer 
interaction professionals; user-centered researchers 
and designers; user experience (UX) researchers and 
designers; interaction designers; design researchers; 
digital anthropologists; ethnographers; information 
architects; and cognitive psychologists. Teams can ensure 
they are knowledgeable about the users of the system by 
conducting human-centered research (i.e., observations, 
interviews, and other methods drawn from ethnography) 
with the intended primary users prior to beginning the 
development efforts. In doing so, teams are more likely to 
design and develop AI systems that match users’ needs. 
Such human-centered research is not an insignificant 
effort, but the alternative is building a system that is 
frustrating to use, or worse, doesn’t match the initial 
challenge and misrepresents users’ needs [8].

Understanding context is a dynamic process that cannot 
be completed at a single point in time. The developers 
of AI systems need to ensure capacity exists to continue 
user research over time, both by humans and by the AI 
system itself as it captures and learns from user behavior 
in context. It is also critical to note that AI is often 
designed as part of a broader system. In understanding 



context, there is a need to toggle focus between the 
immediate users’ behaviors and the system in which the 
user exists. Research is needed on opportunities and 
mechanisms to collect information and sense or infer 
user intention from other parts of larger systems.

Designing for Human-Machine Teaming
Human-centered AI requires a significant level of attention 
and intention to design systems “from the outset to 
team with human capabilities, providing assistance 
where human intelligence has limits and leveraging 
that intelligence where it is uniquely powerful” [10]. The 
complex and uncertain situations inherent to national 
security require the dynamic activity of teaming, where 
team members and embedded systems must make rapid 
decisions [11]. As such, understanding and implementing 
factors that support effective human-machine teams is a 
significant research area for AI Engineering. 

Human teams have a common purpose, a need for 
interdependence to accomplish goals, and mutual 
accountability for the results of the goal [12]. Defining the 
common purpose of human-machine teams relates to 
understanding the system context and system objectives. 
Interdependence between humans and machines 
could involve the capability to observe the other’s 
state, to bidirectionally share information, to request 
help, or to flag an anomaly event [10], [13]. AI systems 
are often designed as components of larger systems. 
Interdependence exists then on two levels: between the 
human and machine as well as between the human-
machine team and the larger network of connected 
teams and systems. Rather than viewing the human-
machine team in isolation, we need research on what it 
practically means to adopt a whole system’s perspective 
and what tools can help to ensure focus on integration 
of components into systems. Open questions to examine 
both within a single human-machine team and across 
networks of human-teams include (1) how to facilitate 
transparent information sharing and responsibilities, (2) 
how to align purpose and strategy, (3) how to enable 
adaptability in response to a shifting environment, and (4) 
methods and guidance for decentralized decision making.

In contrast to human teams, the human-machine team is 
not an equal one when it comes to accountability. In line 
with the Department of Defense (DoD) Ethical Principles 
for Artificial Intelligence [1], [14] and other sets of technical 
ethics [15], humans must have the ultimate responsibility 
for decisions and outcomes. AI systems do not (and 
must not) have rights or responsibilities. This means that 
humans need to be able to understand the AI sufficiently 

well to predict system behavior [16]. AI developers must 
avoid creating inscrutable systems by using tools such 
as model cards to describe the model in detail [17]. While 

“modern [AI and ML] techniques were born and bred for 
low-stakes decisions such as online advertising and web 
search where individual decisions do not deeply affect 
human lives” [18], AI Engineering in high-consequence 
contexts necessitates system transparency, predictability, 
and interpretability.

Interactions with AI systems require transparency with 
regard to when the system is in control, and when control 
transitions to the human partner. Unambiguous cues 
need to be appropriate given the context and urgency 
of those transitions. The human-machine team needs 
to have explicitly defined responsibilities. In some cases, 
there may be a need for explicit transition, similar to 
a circuit breaker lock-out that keeps electrical workers 
safe during system maintenance. At present, strategies 
to foster trust center on information sharing. Providing 
the system’s purpose, limitations, data sources, and 
biases known to exist within the data, the algorithms, 
and across the system can help users and operators to 
build confidence and trust in the system. However, the 
way that information is provided must vary depending 
on the intended users and their context of their use. 
For example, a flight test engineer expects to have 
visibility and awareness of appropriate systems; over-
simplification of the data in the pursuit of ease of 
use may cause them to miss important information, 
which erodes trust. Research and tools are needed 
to understand the level of specificity and classes of 
information to meet the needs of different user groups.

Another research challenge is to devise strategies for 
explaining significant decisions made by AI systems, for 
assessing the appropriateness of complex models in 
high-stakes scenarios, and for ensuring humans’ abilities 
to override or reverse AI decisions. Furthermore, tools, 
processes, and frameworks are needed to guide the use 
of AI for irreversible decisions that affect a person’s life, 
quality of life, health, or reputation [19]. Users’ willingness 
to adopt an AI system depends on their perception of 
the system being accountable and transparent. Open 
research questions include how to build appropriate 
trust with the AI system, what appropriate trust means in 
a particular context, how we can design AI to recognize 
when system limits are surpassed or anomalies are 
detected, and how we train a workforce to engage with AI. 



Engaging in Critical Oversight
AI systems resemble the contexts in which they are 
intended to be used—they are filled with complex 
interrelationships and many moving parts, and they 
evolve with time.

Implementation of AI systems requires a continuous 
level of oversight by humans who ask, “What are 
we doing? Why are we doing it, and for whom?”

At present, researchers are exploring the work of 
oversight and related issues, including regulatory 
policy and data ownership, through subfields such as 
responsible AI [20], [21], algorithmic fairness [22], ethical AI 
[23], and explainable AI [24]. Increasingly, organizations are 
adopting sets of technical ethics as key mechanisms for 
accountability, risk reduction, and the ultimate success of 
AI systems [25]. 

Risk can be present in the goal and design of AI systems 
(e.g., unintended and purposeful bias in data, algorithm 
selection, and training), and it can come from misuse 
and abuse of the system. The opportunities for risk 
embedded in systems mean that critical oversight must 
be integrated into all parts of the AI system life cycle. 
Engaging with ethics requires the entire team to have 
conversations that are sometimes difficult, because 
they can alter the intended work and require deep 
introspection. Establishing the psychological safety among 
team members to engage in reflective work takes time 
and intentional effort within organizations [26]. Preventing 
unintended and potentially harmful consequences 
requires careful vetting and critique of the work in the 
early stages of planning (before creating the system), 
as the system is built, and throughout its use. Prior to 
algorithm selection, AI engineers should fully explore the 
existing data to ascertain the inherent bias and the amount 
of variance within the data [27]. Documenting the data’s 
motivation, composition, collection process, recommended 
uses, and so on is necessary to prioritize transparency 
and accountability [27]. Research into best practices 
should examine possible unintended consequences and 
define strategies for documenting design team decisions. 
Empowering diverse teams to do critical oversight work, 
and to authentically engage with ethics, will help to build 
ethical and de-risked AI systems.

Achieving success for AI systems depends on the ability 
to create and implement processes and systems that 
monitor and verify functionality and effectiveness 
throughout the life of the system [17]. Clarity of the 
needed outcome for the human is required for effective 

evaluation. AI Engineering requires a shift from evaluating 
only system outputs (e.g., precision, accuracy, recall) 
to evaluating system outcomes (i.e., did the system 
provide the intended benefit? did the system respond 
appropriately given the situation?). Defining standard 
methods and processes for evaluating system outcomes 
is a significant need to advance the discipline [28].

As teams maintain AI systems—and as those systems 
evolve over time—teams should frequently test them 
with users to determine if they meet desired outcomes 
and align with stakeholder needs. Established human-
centered evaluation methods such as usability studies 
can support testing how users interact with systems. 
Open questions exist for how to create and maintain 
the capacity for both humans and machines to conduct 
AI system monitoring and share easily interpretable 
results. Humans must be able to determine if the 
system is responding as expected, or if the system 
has been compromised in some way, and the source 
of the issue (e.g., data shifts, new bias, misuse, and/or 
abuse). Discussion exists around who is accountable 
for oversight and the differing (or overlapping) roles of 
development teams and third-party auditors in oversight. 
To build upon the interdependence between humans 
and machines, AI systems can be designed to flag shifts 
in behavior over time, as well as provide information and 
transparency to support partnership in critical oversight. 

Human-Centered AI
Successful development and deployment of human-
centered AI that incorporates systems context, drives 
human-machine teaming, and is guided by critical oversight 
requires a workforce that understands AI systems and 
their limits [29]. Adopting technology ethics is merely an 
initial step towards making AI systems robust and secure. 
AI systems are surrounded by risks—from unintentional 
misuse and from adversaries—and “making sure that the 
teams building these systems are able to imagine and then 
mitigate issues is profoundly important” [30].

There is broad acknowledgement that the DoD needs 
to pursue multiple strategies to cultivate a diverse, 
capable, and AI-fluent workforce. The National Security 
Commission on AI recommends that the DoD expand 
the digital workforce by creating new structures to house 
highly skilled specialists, increasing recruitment and 
training efforts, and shifting organizational culture to 
ensure people can engage in impactful work [31]. As AI 
Engineering focuses on whole-system design and not just 
on capability development, the AI Engineering workforce 
must be prepared with the mindset and skillset needed 



to support the entire AI life cycle. In addition to machine 
learning and data science specialists, the AI Engineering 
workforce will need system architects, product managers, 
social scientists, ethicists, and more.

The complex challenges brought forth by adoption and 
integration of human-centered AI systems will demand 
teaming across roles and organizational boundaries. 
Teaming in organizations is the “engine of organizational 
learning…a way of working that brings people together 
to generate new ideas, find answers and solve problems. 
But people have to learn to team; it doesn’t come 
naturally” [11]. To achieve mission outcomes, AI teams 
throughout the DoD will need to draw upon available 
diversity, including different ways of seeing problems 
informed by team members’ cultural backgrounds 
and experiences as well as different ways of solving 
problems. Enabling AI Engineering teams to effectively 
collaborate will require shifts in how DoD organizations 
are structured and incentivized. 

Overall, the opportunity for development of human-
centered AI within the DoD is significant. Creating human-
centered AI systems requires a continuous focus on the 
humans who are creating, using, and affected by the 
system. By conducting research to understand the users, 
AI system designers and developers can begin to identify 
the benefits (and risks) of AI systems, as well as other 
contextual factors that influence mission goals. Through 
research, teams that are developing AI systems can not 
only identify the needs of the people who will be the 
primary users, but also forge a path to building an honest 
and respectful AI system for teaming with those users. 

Enabling people to be more effective and productive 
in their work, to find information they would 
otherwise be unaware of, and to draw connections 
between data are just a few of the many advantages 
that human-centered AI systems will provide.
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